PUBLICATIONS
Journal of Geophysical Research: Space Physics
TECHNICAL
REPORTS:
METHODS
10.1002/2014JA020857
Special Section:
New perspectives on Earth's
radiation belt regions from the
prime mission of the Van Allen
Probes
Key Points:
• We use the upper hybrid resonance
band to determine the electron density
• A semi-automated process is used to
ﬁnd the upper hybrid resonance
• We provide expected uncertainties for
the density and some caveats for use

Correspondence to:
W. S. Kurth,
william-kurth@uiowa.edu

Citation:
Kurth, W. S., S. De Pascuale, J. B. Faden,
C. A. Kletzing, G. B. Hospodarsky,
S. Thaller, and J. R. Wygant (2015),
Electron densities inferred from plasma
wave spectra obtained by the Waves
instrument on Van Allen Probes,
J. Geophys. Res. Space Physics, 120,
904–914, doi:10.1002/2014JA020857.
Received 21 NOV 2014
Accepted 2 JAN 2015
Accepted article online 9 JAN 2015
Published online 10 FEB 2015

This is an open access article under the
terms of the Creative Commons
Attribution-NonCommercial-NoDerivs
License, which permits use and distribution in any medium, provided the
original work is properly cited, the use is
non-commercial and no modiﬁcations
or adaptations are made.

KURTH ET AL.

Electron densities inferred from plasma wave
spectra obtained by the Waves instrument
on Van Allen Probes
W. S. Kurth1, S. De Pascuale1, J. B. Faden1, C. A. Kletzing1, G. B. Hospodarsky1, S. Thaller2,
and J. R. Wygant2
1

Department of Physics and Astronomy, University of Iowa, Iowa City, Iowa, USA, 2School of Physics and Astronomy,
University of Minnesota, Minneapolis, Minnesota, USA

Abstract The twin Van Allen Probe spacecraft, launched in August 2012, carry identical scientiﬁc payloads.
The Electric and Magnetic Field Instrument Suite and Integrated Science suite includes a plasma wave
instrument (Waves) that measures three magnetic and three electric components of plasma waves in the
frequency range of 10 Hz to 12 kHz using triaxial search coils and the Electric Fields and Waves triaxial electric
ﬁeld sensors. The Waves instrument also measures a single electric ﬁeld component of waves in the
frequency range of 10 to 500 kHz. A primary objective of the higher-frequency measurements is the
determination of the electron density ne at the spacecraft, primarily inferred from the upper hybrid resonance
frequency fuh. Considerable work has gone into developing a process and tools for identifying and digitizing
the upper hybrid resonance frequency in order to infer the electron density as an essential parameter for
interpreting not only the plasma wave data from the mission but also as input to various magnetospheric
models. Good progress has been made in developing algorithms to identify fuh and create a data set of
electron densities. However, it is often difﬁcult to interpret the plasma wave spectra during active times to
identify fuh and accurately determine ne. In some cases, there is no clear signature of the upper hybrid band,
and the low-frequency cutoff of the continuum radiation is used. We describe the expected accuracy of ne
and issues in the interpretation of the electrostatic wave spectrum.
1. Introduction
The plasma density, herein speciﬁcally the electron number density ne, is a fundamental parameter of a plasma
and is often a key to understanding the propagation of waves in a plasma, estimating the growth rates for
instabilities, mapping regions of the magnetosphere such as the plasmasphere, and building models of the
magnetosphere, such as magnetohydrodynamic, kinetic, or others. For example, in a recent simulation of
electron acceleration by chorus emissions, Thorne et al. [2013] achieved a much better replication of the
observed electron spectrum as a function of time when the actual electron density derived from the Van Allen
Probe Waves instrument was used, instead of a model magnetospheric density [Sheeley et al., 2001].
It has always been a challenge to measure the plasma density, whether ne or the ion density, accurately. Direct
particle counting techniques with various types of plasma instruments, whether Faraday cups or electrostatic
analyzers, always have to deal with the nonzero potential of the spacecraft and the fact that the bulk of the
plasma population is often cold, of the order of the potential of the spacecraft, in many cases. In addition, the
acceptance angle of such instruments is seldom a full 4π sr. Plasma wave measurements avoid such issues and
use the detection of commonly observed characteristic frequencies of the plasma to determine ne. These
modes typically have wavelengths that are large compared to the spacecraft, hence are not seriously affected
by the presence of the spacecraft. For example, electron plasma oscillations commonly found in the solar
wind are a basic mode of a plasma that in the absence of nonlinear effects, directly provide ne through the
determination of the frequency of the waves, ωpe. This frequency is given by ωpe2 = 4πnee2/me, where e is the
electron charge and me is the electron mass. Electron plasma oscillations exist in a nonmagnetized plasma
and, in the presence of a magnetic ﬁeld, are polarized parallel to the magnetic ﬁeld B. Since the underlying
motion of the electrons is also parallel to B, the magnetic ﬁeld does not affect the frequency of this mode.
Quasi-thermal noise spectroscopy is another method of determining the electron density (as well as
multicomponent temperatures and even bulk velocity), which results from the interaction of a plasma with
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an antenna. The analysis is well developed in Meyer-Vernet and Perche [1989] and is most often used with
long-dipole antennas under the condition that the length of the antenna L ≫ λD, the Debye length.
The spacecraft potential has also been used as a proxy for the electron density [cf., Escoubet et al., 1997].
However, this technique requires an independent source of ne in order to develop an empirical relation
between the potential and density. The spacecraft potential depends on the plasma temperature as well as
the density, so variations in the temperature can lead to potential changes that are not related to changes
in the density. Also, it is possible that this relation will require updating as various aspects of the probes
change with time or conditions.
In planetary magnetospheres, electron plasma oscillations are found less frequently than a band of emission
at the upper hybrid resonance fuh. In the plasmasphere, this emission has been reported by a number of
authors [cf., Mosier et al., 1973; Taylor and Shawhan, 1974] and was observed to reside between the upper
hybrid resonance frequency and the electron plasma frequency. Beyond the plasmapause, there are a large
number of banded emissions. Sentman [1982] discusses the diffuse electrostatic emissions between the
harmonics of the electron cyclotron frequency from fce up to fuh. At similar frequencies, more intense
electrostatic waves can be found that are the result of an instability. These emissions are sometimes referred
to as electron cyclotron harmonic emissions or (n + 1/2)fce bands. These bands are thought to be driven by
anisotropic electron distributions as from a loss cone or a temperature anisotropy [Ashour-Abdalla and Kennel,
1978a, 1978b; Christiansen et al., 1978; Hubbard and Birmingham, 1978; Hubbard et al., 1979]. Kurth et al. [1979]
showed that the (n + 1/2)fce band including fuh was often the most intense band above the 3fce/2 band.
Finally, the fq resonances occur at frequencies above fuh [Canu et al., 2001; Benson et al., 2003]. In some cases,
the ﬁrst fq resonance above fuh can be more intense than the upper hybrid band [Canu et al., 2001]. However,
without an active sounder, it is not possible to unambiguously distinguish between these two bands.
The upper hybrid resonance frequency is deﬁned as ωuh2 = ωce2 + ωpe2. Converting now to real frequency
using fpe = ωpe/2π, since the remainder of this work is involved with measuring the frequencies of these
spectral features, we can relate fpe and fuh to ne. In the following fce = 28|B|, where fce is measured in hertz and
|B| is well determined in nanotesla by the magnetometer, it is straightforward to determine ne from fuh. From
the above and substituting appropriate values for the electron charge and mass, we get


f pe 2
(1)
ne ¼
8980
or
ne ¼

f 2uh  f 2ce
:
89802

(2)

Throughout, frequencies are expressed in hertz and density in cubic centimeter. We note that Benson et al.
[2004] describe measurements of magnetospheric plasma densities with the Radio Plasma Imager instrument
on the IMAGE satellite using the same principles we employ here, with the exception that they have the ability
to compare passive plasma wave spectra with active magnetospheric sounding to determine with much more
conﬁdence the identiﬁcation of spectral features. And, Trotignon et al. [2010] present the methodology for
determining electron densities from the Waves of High frequency and Sounder for Probing of Electron density
by Relaxation investigation on the four Cluster satellites, again using both passive and active techniques.
Earth’s magnetosphere is also ﬁlled with nonthermal continuum radiation [Gurnett, 1975]. The emission is
thought to be generated in the left-hand, ordinary (L-O) mode, hence has a low-frequency limit at fpe. The
continuum radiation has been observed to also exhibit a right-hand, extraordinary (R-X) mode cutoff [Shaw
and Gurnett, 1980]. In the absence of a clear identiﬁcation of the upper hybrid resonance frequency, the
continuum cutoff provides an alternative manner to determine ne. It is important to stress, however, that the
low-frequency limit of continuum radiation is necessarily an upper limit to the local electron density for a
couple of reasons. First, it can sometimes be difﬁcult to determine if the apparent cutoff is due to a cutoff at
the plasma frequency, or simply a source effect, that is, the waves are simply not generated at lower
frequencies. Second, even if the low-frequency limit is caused by a cutoff, it is possible that the cutoff occurs
somewhere between the source and the observer; hence, the electron density at the observer can be
substantially lower than that indicated by the cutoff.
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This paper describes the technique used
for determining the electron density
using the Van Allen Probe Waves
instrument, which is part of the Electric
and Magnetic Field Instrument Suite and
Integrated Science (EMFISIS) instrument
suite [Kletzing et al., 2013]. Waves
comprises a six-channel waveform
receiver (WFR), which allows for the
simultaneous detection of all three
electric and all three magnetic
components of waves in the frequency
range of ~10 Hz to 12 kHz, a single
(b)
channel high-frequency receiver (HFR)
for electric ﬁelds covering the frequency
range of 10 to 500 kHz, and a triaxial
search coil magnetometer. The search
coils consist of 40 cm mu-metal cores
wound with 10,000 turns of ﬁne copper
wire. The electric ﬁeld signals are
obtained from the triaxial electric ﬁeld
booms of the Electric Fields and Waves
(EFW) instrument [Wygant et al., 2013].
The electric ﬁeld booms are parallel to
the three search coil axes with two of the
booms in the spacecraft spin plane
having lengths of 100 m tip to tip and
the axial boom perpendicular to the spin
Figure 1. (a) An example spectrogram of Waves HFR data showing the
plane having a tip-to-tip length of
upper hybrid resonance band. (b) In this panel, fuh is highlighted in
white. The electron cyclotron frequency is indicated with a red trace.
~14 m. The WFR simultaneously samples
all six channels with a 35 kHz sampling
rate and 16 bits of digitization. The HFR has a selectable input but is usually connected to one of the spin
plane booms and samples the electric ﬁeld at a rate of 1.25 million samples per second with 14-bit
digitization. EMFISIS also includes a ﬂuxgate magnetometer, which provides measurements of |B| used in this
paper, speciﬁcally to determine fce.

(a)

While there are a number of burst modes that provide continuous waveforms or very high temporal
resolution spectral matrices (30 ms resolution), the data used for the density determination are obtained in a
survey mode, which collects spectral densities from all seven channels (WFR plus HFR) every 6 s. In survey
mode, all digital waveforms are Fourier transformed using a ﬂoating point fast Fourier transform (FFT) on
board. A Hanning function is used to minimize artifacts from a simple square sampling window. However,
since all except the lowest-frequency spectral matrices are computed by binning over a number of FFT
components, the window function should have little or no effect on the resolution. Spectral matrices are
produced from the WFR measurements with 20 log-spaced spectral bins per decade of frequency, and the
electric spectral density is returned for the HFR in 48 log-spaced bins per decade of frequency. This spacing
provides about 5% spectral resolution (Δf/f) and sets the ultimate resolution for determining the electron
density. Since ne is proportional to fpe2, the density resolution is ultimately 10%, but see the discussion below
on other sources of uncertainty. The upper frequency limit of the HFR limits the highest density that can
be determined to about 2000 cm3. It is possible that the upper hybrid resonance frequency can drop below
the 10 kHz low-frequency limit of the HFR. In principle, the analysis described herein can be extended into
the WFR frequency range. However, there are some practical limitations in doing this. Primarily, the spectral
resolution of the WFR is not optimum for obtaining the electron density, and differences in the noise levels
in the two receivers make it difﬁcult to follow spectral features across the frequency boundary between
the two receivers.
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It should be noted that the HFR is
sometimes operated at a higher
cadence of one spectrum every 0.5 s
and that waveform measurements can
be recorded for short intervals. In
principle, these higher-resolution
measurements can be analyzed for
electron density. However, we do not
anticipate using anything other than
the 6 s survey measurements for the
standard density data set except for
special studies limited to highly
localized time intervals.

Figure 2. An expanded view of the spectrogram shown in Figure 1 to
show the structure of the plasmapause crossing.

2. Using Van Allen Probe
Plasma Wave Observations to
Determine ne

Electron Density (cm-3)

The Waves HFR is used to identify fuh or
other spectral features useful in
determining the electron density. Figure 1 shows an example of observations from Van Allen Probe A from orbit
684 beginning late on 12 May 2013 and continuing into 13 May. In Figure 1a, the electric ﬁeld spectral densities
are plotted as a function of frequency and time using the color bar at the right to assign color to spectral density.
In Figure 1b, the spectrogram is repeated but with the upper hybrid resonance frequency as determined using
the process described below, highlighted in white. Also overplotted in both panels is the electron cyclotron
frequency in red. As can be seen, the density ﬂuctuates between values that might be considered plasmapause
and plasma trough values both outbound and inbound on this orbit. Figure 2 shows an expanded time view of
the outbound plasmapause crossing to show the complexity of the density structure at this boundary. Note that
there are a number of ways to deﬁne the location of the plasmapause, including densities falling below a
speciﬁed value [e.g., Goldstein et al., 2014] or at a steep gradient in the density [e.g., Moldwin et al., 2002]. By the
latter deﬁnition, one might conclude that there are numerous plasmapause crossings in Figure 2 or that there is
simply a lot of structure in the plasmapause at this location and time. Note, however, that it is not the point of
this process to identify the plasmapause but to provide the electron density so that users may use that to deﬁne
their own boundaries. Also note in Figure 1
that there are two types of radio emissions
A-G14-015
Van Allen Probe A orbit 684, May 12 - 13, Days 132 - 133, 2013
well above fuh. The broad drifting features are
solar type III bursts. A pair of these are seen
starting in rapid succession around 02:30 UT,
3
and a third begins near 04:00. The other
10
somewhat more bursty emissions are auroral
kilometric radiation. Figure 3 shows the
electron density derived from fuh in Figure 1.
This paper describes the process by which
densities like those in Figure 3 are
102
determined.

101
00:00

02:00

04:00

06:00

Figure 3. The resulting electron density for the identiﬁed fuh proﬁle
in Figure 1.
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There are three regions of interest in
Figure 1. Prior to about 23:15 UT, the
spacecraft is clearly in the plasmasphere, and
the upper hybrid band is in the frequency
range above a few hundred kilohertz. After
the highly structured plasmapause region,
which ends around 00:10 UT, there is a
relatively quiet region with bands of thermal
emission between the harmonics of the
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Figure 4. A schematic of the variation of fuh at the plasmapause
as observed by ISEE 1. The detail also shows the relation
between fuh, fpe, and fL = 0 encompassing the Z-mode
emission from Kurth [1982].
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electron cyclotron frequency [Sentman, 1982]. (Other
examples of these are found in Figures 7b and 7c, to
be discussed below.) Deep in the plasmasphere, the
Van Allen Probe Waves instrument typically ﬁnds two
bands of emission. We have identiﬁed the upper
hybrid band as the one that is brighter and at higher
frequencies. Often, though, there is a lower “shadow”
band which tracks the brighter band at lower
amplitudes and frequencies.

Figure 4 is taken from Kurth [1982] and is a schematic
of the Z-mode emissions found near the plasmapause
obtained from high-resolution ISEE 1 wideband measurements. As described in that paper, the electron
density can vary such that the upper hybrid frequency moves between the (n +1/2)fce bands and, as described
by Kurth et al. [1979], the (n + 1/2)fce band including fuh is often the brightest of the electron cyclotron harmonic
bands other than perhaps the ﬁrst band at ~3fce/2. In Figure 4, one can also note the relation between
characteristic frequencies in the Z-mode band with fuh being the upper frequency limit and fL = 0 the lower
frequency limit. The L = 0 cutoff fL = 0 is deﬁned as
f L¼0

f ce
¼ þ
2

sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
 2
f ce
f 2pe þ
:
2

(3)

The ISEE 1 data showed that the band between fpe and fuh was often more intense than the Z-mode emission
between fpe and fL = 0. Figure 5 is an expanded view of Van Allen Probe A Waves HFR data from 27 February 2014
showing the plasma wave spectrum at the 5% spectral resolution afforded by the instrument. The white trace is
fuh. For context, we have shown the ninth and tenth harmonics of fce in red. Among other things, these two
bands provide a guide for the magnitude of fce relative to fuh. At the time of the vertical white arrow, 13:01 UT,
we have used the relations in the previous section to compute various characteristic frequencies of the plasma
based on the assumption that our identiﬁcation of fuh is correct and is 302 kHz at this time. Based on the
magnetic ﬁeld strength, fce = 27.6 kHz, hence, fpe = 301 kHz. The left-hand ordinary cutoff fL = 0 = 287 kHz at this
time. Note that the 5% spectral resolution at 300 kHz is approximately 15 kHz, hence, fuh and fpe are certainly
unresolved. We suggest that the lower bound of the bright band we have identiﬁed as fuh is actually deﬁned
by fL = 0. For completeness, we also note that the right-hand cutoff fR = 0, deﬁned as
sﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃﬃ
 2
f ce
f ce
f R¼0 ¼
þ f 2pe þ
; (4)
2
2

Figure 5. Detail of the upper hybrid band and the apparent cutoff of a
type III radio emission. This example shows that the more intense higher
frequency of these two bands includes fpe and not the weaker shadow
band at lower frequencies.
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is 315 kHz. Notice that a type III radio
burst occurs just above the upper hybrid
band and, in fact, is cutoff at the band.
Type III bursts are unpolarized, hence,
can propagate down to the local electron
plasma frequency. Hence, the fact that
there is no evidence of the radio
emission below what we have identiﬁed
as the upper hybrid band assures that
this is the correct identiﬁcation. The
lower frequency “shadow” band at about
228 kHz is clearly too low in frequency to
be confused with the plasma frequency
and the cutoff of the type III emission.
This shadow band has been observed by
other plasma wave instruments, and its
origin is unknown (P. Canu, personal
communications, 2014).
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Spectral Density (10-18 V2m-2Hz-1)
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2.1. Process Used to Infer the Electron
Density From Van Allen Probe Plasma
Wave Spectra
The identiﬁcation of fuh, as demonstrated
in the previous section, ranges from being
quite straightforward to a highly nontrivial
interpretation of the plasma wave
spectrum. In any case, identifying fuh is a
tedious and demanding task.

2

100
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60

65

HFR Frequency BinNumber

An automated tool to digitize the fuh, the
Automated Upper-hybrid Resonance
detection Algorithm (AURA) has been
developed to speed the processing of HFR
data and remove some of the tedium.
AURA employs a restricted searching
approach to detect the frequency of a
relative peak embedded in a spectrum.
Optimized parameters and a bootstrapping
method using the EFW-determined
spacecraft potential as in Escoubet et al.
[1997] and Wygant et al. [2013] guide the
determined spectral peaks to more likely
correspond to fuh.

Figure 6. A schematic showing how the AURA rule of hysteresis is
employed using a Gaussian probability distribution to weight
spectral points closer to the seed frequency more than those farther
from the seed.

AURA relies on a rule of hysteresis that
assumes that each successive spectrum
contains a peak frequency associated with
fuh near the previously identiﬁed peak
(i.e., there is not a large change in
frequency of the binned signal within a 6 s sampling time step). The routine operates in a two-dimensional
array of frequency rows and temporal columns. AURA’s peak tracking behavior then most nearly matches the
prominence of visually apparent emission in the traditional manner of considering the dynamic spectra of
the EMFISIS Waves instrument.

AURA begins at the periapses at each end of an orbit and terminates at apogee (forward or backward in time
for outbound/inbound passes, respectively) when processing a frequency-time array. After selecting as a
starting point the highest frequency fuh peak near periapsis, the algorithm works toward apoapsis in an
attempt to follow the band to lower frequencies. The starting point for AURA is determined to be the
occurrence of a signal 1 order of magnitude above the minimum (background) spectral density in the highest
frequency spectral bin at 480 kHz nearest perigee. Since the upper hybrid band is more easily discerned in the
plasmasphere, it is more likely that the algorithm can work outward into the plasma trough without being
attracted to confusing high-frequency radio emissions, if present. Further, as will be discussed below,
there are a number of interpretational issues in the plasma trough, and it is less likely that the automated
algorithm will succeed near apoapsis.
Once a starting fuh coordinate (frequency bin, spectral time) or initial seed frequency bin is determined, AURA
proceeds to each successive spectrum to search for a peak in a limited range of bins centered at the seed
frequency bin. The logarithm of the amplitudes in this range is normalized by the minimum value and
weighted by a central Gaussian proﬁle given by
!
ðx  bÞ2
gðx Þ ¼ a exp 
þd
(5)
2c2
 pﬃﬃﬃﬃﬃﬃ1
where a ¼ 3 2π , b is the seed bin number, c = 3, and d = 0. Figure 6 shows how this is applied. The Gaussian
function, g(x), is used as a probability proﬁle when its values are normalized by the central peak. The values of
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parameters a, b, c, and d are an ad hoc selection such that the power in frequency bins at least 3 away from the
seed frequency within individual spectra are weighted by no lower than a factor of 0.5 (Figure 6, bottom).
The bootstrapping method is triggered at a sharp gradient; that is, the overall displacement in successive
frequency bins for the previous 10 spectral samples total 8 bins or more. Bootstrapping consists of using EFW
potential measurements for those last 10 records to calculate the corresponding fuh frequencies to use as
seed values in AURA, guiding the routine through the gradient.
Guidance from EFW is excluded during conditions that compromise EFW potential measurements such as
changes to probe bias, eclipse, spacecraft charging events, or the presence of instrumental interference
such as thruster events. In such cases, AURA will move to the next nominal spectral time when EFW data are
valid. Hence, the routine can track fuh without being confused by anomalous potential measurements.
Clearly, the use of EFW potential measurements represent a circular approach to the problem. The relation
between electron density and spacecraft potential is through an empirical relation between the electron
density derived from the fuh band and the potential. Hence, it may seem inappropriate to use this proxy as a
means of “seeding” within AURA. However, there are times when identifying fuh in the Waves spectrogram is
confused by a number of factors described below, and using the proxy as a guide is often helpful for both
AURA and more manual interpretation used when AURA fails.
AURA does an excellent job of automatically ﬁnding fuh with little or no manual intervention when the spectrum is
simple. Typically, such orbits are those for which the spacecraft never leaves the plasmasphere as in the example
in Figure 7a or when geomagnetic conditions are very quiet. However, there are many orbits which require
manual attention, and there is no way to ensure that the algorithm has run successfully without inspection. This
has spawned a processing and inspection process which leads to a ﬁnal density data ﬁle for a given orbit.
The ﬁrst step in the process is to run AURA on the HFR data for an orbit. Second, an operator inspects the
resulting fuh proﬁle overplotted on the spectrogram. This inspection is carried out with a version of AURA that
allows the operator to selectively reprocess intervals where the operator has found that the algorithm has
clearly deviated from the upper hybrid band. The rule of hysteresis, for example, may cause the algorithm to
fail to accurately follow an abrupt change in the upper hybrid frequency at the plasmapause; such issues are
usually easily identiﬁed and corrected. Through this inspection and correction process, a type of triage is
carried out. In effect, the result of the inspection/correction process is to classify a given orbit into one of
three levels of success. The highest level of success, class A, requires less than 25% of the data points to be
corrected for a given orbit. Approximately 70% of orbits from the ﬁrst year and one-half of the mission
were classiﬁed in this category. About 20% of the orbits were classiﬁed as class B, requiring 25 to 50% of
the data points to be corrected. The remaining 10% of the orbits, class C, represent challenges, typically
occurring during high geomagnetic activity in which a large portion of the outer part of the orbit presents
interpretational difﬁculties in ﬁnding the upper hybrid band for a number of reasons. Typically, these orbits
exhibit very low densities in the plasma trough.
The ﬁnal step in the process is for an operator well versed in the interpretation of the plasma wave spectrum
to inspect the output of the preceding steps. This operator has access to both the main AURA algorithm as
well as other options. First, a box digitizer can be used. When AURA has failed, the operator can deﬁne a
frequency-time box within which the algorithm is conﬁned to search for a peak. The operator has full control
over the time and spectral resolution used to focus on the upper hybrid band when it is visually apparent. The
operator may, at this point, decide that there simply is no reliable upper hybrid band to identify. However,
there may be continuum radiation present with a low-frequency cutoff. The tool allows this cutoff to be
identiﬁed as the electron plasma frequency, and the electron density is determined using equation (1). As
explained above, this density is necessarily an upper limit to the local electron density. Gaps may appear in
the density data set for intervals where no reliable spectral feature is available.
When the ﬁnal inspection step is completed, the resulting data ﬁle is staged for conversion into a standard
common data format (CDF) ﬁle and added to the EMFISIS level 4 data store.
2.2. Uncertainty and Accuracy of Derived Electron Densities
There are two sources of error in the determination of ne from the plasma wave spectrum. The ﬁrst of these is
the spectral resolution of the instrument which, as described above, translates to a density resolution of
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Figure 7. A selection of Van Allen Probe A orbits showing the wide range of appearance of the spectrum and the challenges this presents to the identiﬁcation of the
upper hybrid resonance band in order to derive the electron density. Each of these plots is for an entire orbit and runs between consecutive periapses.

about 10%, Δn/n. In most cases, the digitization results in a density proﬁle that appears to toggle between
two and three values, corresponding to two or three spectral bins in the spectrum. This can happen, for
example, due to spin modulation effects. The spin rate is about 5 rpm, about a factor of 2 slower than the
spectral sampling rate. It would be prudent to treat these ﬂuctuations as a measure of the uncertainty in
the density determination. Goldstein et al. [2014] carried out a validation of two methods of determining the
electron number density in the plasmasphere utilizing nine Van Allen Probe A orbits. For the Goldstein
study, the lower bound of the upper hybrid band was assumed to be fpe. They determined densities using a
manual inspection of spectrograms with a tool that allowed the lower frequency bound to be digitized to
obtain fpe. They compared their values of ne to those from the semiautomated process described in this paper.
They found a mean percentage difference between the manual process and the semiautomatic process
described here to be 8.7%, which is less than the ~10% resolution available for an individual measurement,
given the 5% spectral resolution. A small percentage of individual points showed differences of a few tens of
percent, and a small number of outliers had differences of up to 100%. Since the identiﬁcation of the upper
hybrid band in the plasmasphere is straightforward, this analysis is a good, independent assessment of the
typical uncertainty in the determination of ne given a conﬁdent interpretation of the spectrum.
The second source of error lies in the interpretation of the plasma wave spectrum. Under many situations,
such as in the plasmasphere just discussed, the upper hybrid resonance frequency is easily identiﬁed and the
above-described techniques for digitizing fuh do a good job of picking out this peak. However, there are many
KURTH ET AL.
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situations where the spectrum becomes complex and the identiﬁcation of the upper hybrid band is subject
to incorrect interpretation.
Figure 7 presents a collection of spectrograms from Van Allen Probe A that exhibit the variety of spectral
forms that need to be interpreted in order to determine the electron density. Figure 7a is an example of an
orbit for which the spacecraft remained in the plasmasphere for the entire orbit. Other than selecting the
brighter, higher frequency band for the upper hybrid band (see the discussion of this double band above),
this type of orbit is among the simplest for AURA to handle, and there are seldom any manual corrections
required by an operator. Figure 7b shows an orbit for which the plasmapause is just beyond the periapses but
for which there are three very smooth thermal emissions of the nature described by Sentman [1982]. Just
above the top of these is a weaker emission, which is likely an fq resonance [Canu et al., 2001]. The fq
resonances are above fuh but can confuse the identiﬁcation of fuh. In fact, it is sometimes not possible to
distinguish between the upper hybrid band and an fq resonance; hence, this is a source of error in our
process. We assume that the brighter of the top two diffuse bands is the (n + 1/2)fce band that includes fuh.
Notice the band of continuum radiation slowly drifting upward starting at about 19:00 near 40 kHz and the
auroral kilometric radiation and type III solar bursts at higher frequencies. Figure 7c presents an orbit with
considerable structure on the outbound plasmapause and in the inbound plasmasphere. At apoapsis,
however, there is no clear evidence of the upper hybrid band, but there is a clear low-frequency cutoff of the
continuum radiation between about 23:30 and 03:00. Since Shaw and Gurnett [1980] found that continuum
radiation propagates in a mix of left-hand ordinary (L-O) and right-hand extraordinary (R-X) modes, the
low-frequency cutoff is at the ordinary mode cutoff, fpe. Hence, for the apoapsis period in Figure 7c, the
continuum cutoff would be identiﬁed as fpe for use in determining ne. But since this may not be a local cutoff,
the resulting ne is an upper limit.
Figure 7d is similar in many respects to Figure 7a except that there is considerably more structure. The
AURA algorithm is quite successful for this type of orbit as long as the frequency steps are not too great.
Figure 7e shows considerable structure in the plasma trough density. Some of the abrupt variations may be
difﬁcult for AURA to track, but these are easily identiﬁed and corrected in the inspection process. Note the
prominent type III burst near the middle of this orbit. Figure 7f is another example with considerable density
structure and also has intense auroral kilometric radiation which may cause trouble for the algorithm. This
spectrum is, however, relatively simple to correct in the inspection stage.
Figures 7g–7i represent orbits with sharp plasmapause gradients, some with considerable structure and with
strong electron-cyclotron harmonic instabilities in the plasma trough. In Figures 7h and 7i, these are strong
enough to clip the signal and cause spectral distortion in the form of large numbers of harmonic tones. All
three have intense auroral kilometric radiation at high frequencies. And all three have varying degrees of
banded or less-structured continuum radiation. These orbits not only challenge the AURA algorithm but also
the operator who is expected to identify the upper hybrid band throughout these orbits.
The primary interpretational issues occur in the plasma trough in geomagnetically active times when the
electron densities are low. These issues arise for a number of reasons. First, there are a number of banded
emissions possible in this region, including electron-cyclotron harmonic emissions, diffuse electrostatic
bands, and the fq resonances. It is even possible for the nonthermal continuum radiation to occur in bands
that can confuse the spectrum. We use the fact that Kurth et al. [1979] and Hubbard et al. [1979] both remark
that the highest electron cyclotron band near fuh is often the most intense electron cyclotron band above the
3fce/2 band as a method of selecting the upper hybrid band. While Canu et al. [2001] suggest that the ﬁrst fq
resonance can sometimes be more intense than the upper hybrid band, we have no way to distinguish
between this and the upper hybrid band and use the brightest line as our guide. Hence, when there are
multiple electron-cyclotron harmonic bands such as those in Figures 7g–7i, we use the most intense band
above 3fce/2 as fuh. Since the 3fce/2 band is often intense, if there are no additional electron cyclotron bands
above this, we hesitate to identify this band as the upper hybrid band.
We also hesitate to follow the upper hybrid band below 10 kHz into the WFR receiver’s domain. As mentioned
above, the spectral resolution in this receiver is not optimized to identify fuh, and the background level is
often different as an attenuator is commonly set to avoid saturating the receiver with strong chorus
emissions. Furthermore, at such low frequencies, the selection of the incorrect electron cyclotron harmonic
band for fuh leads to large errors in ne, as discussed below. Hence, in these cases, we simply fail to identify any
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spectral feature for fuh and leave a gap in the data set for such times. If there is continuum radiation present,
we will use the low-frequency extent of that emission as an indicator of fpe. But as noted above, this
low-frequency extent may be a source effect or may be a cutoff at some distant high-density structure; hence,
the local plasma frequency may be signiﬁcantly lower; the resulting value for ne is an upper limit.
Another issue affecting the accuracy of ne in low-density regions is the fact that we are identifying a (n + 1/2)fce
band as fuh in a frequency regime where the upper hybrid band is a small harmonic of fce. This means that if we
have misidentiﬁed the correct band, then we are off in frequency by a factor of fce or possibly more. At low
harmonics of fce, this can translate into a very large error in ne. Even if we have selected the correct band,
Figure 4 illustrates that the actual fuh can be anywhere within one of the (n + 1/2)fce bands; hence, the
determination of fuh is uncertain by an order of fce.
The upper hybrid band is polarized with its electric ﬁeld approximately perpendicular to B [Kurth et al., 1979].
Hence, the emission can be spin modulated when using one of the spin plane booms for the HFR, which
is normally the case. Such a modulation can cause the AURA-detected frequency to toggle across two or
three spectral bins. Hence, the resulting electron density may show a few tens of percent ﬂuctuations.
We suggest that such ﬂuctuations be taken as an indication of the uncertainty in the measurement.

3. The Van Allen Probe Electron Density Data Set
The results of the above analysis of the plasma wave spectrum deriving the electron density are collected into
a series of day-long ﬁles using the common data format (CDF). Since the CDF is self-describing, we will not
burden the reader with the details of the format here. However, it is important to indicate that the ﬁle
contains a number of different parameters of interest. There is a date and time tag for each entry in the table.
The frequency, which was digitized, is indicated with a later column, indicating whether the digitized
frequency was identiﬁed as fuh or fpe (in the case of a continuum radiation cutoff). There is also a value for |B|
used for the determination of fce and a time tag for that value (which may be slightly different from the time
of the digitized frequency). There are also columns for computed values of fce, fpe, and fuh as well as the ratio
of fpe/fce, which is of importance for some wave growth computations. Of course, ne is also given.

4. Summary and Conclusions
We have presented a description of the process used to derive the local electron density from the analysis of
the Van Allen Probe plasma wave spectrum observed by the Waves high-frequency receiver. In order to
develop a useful and reliable electron density data set, a rather elaborate tool and process has been
developed to ensure both the accuracy to the extent possible and to automate the process as much is
feasible. As well as the AURA algorithm works to identify the spectral peak at fuh, it is not possible to know
that the algorithm has worked properly without inspection, and a fair fraction of the observations has to be
reworked with a human operator of the tools.
The ultimate accuracy of the resulting electron density is close to 10%; however, there are a number of
interpretational issues that can lead to much larger errors, especially in the plasma trough where the densities
are low as a result of recent geomagnetic activity.
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